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1． Abstract 

The usage of deep neural network (DNN) has been hugely successful in various area, with an 

increasing amount of attention being focused on the optimizing the training as well as the testing 

of neural nets. In particular, Szegedy & Ioffe proposed the method of batch-normalization, which 

was used along with the ReLU activation to correct the internal covariate shift in DNN. Such 

normalization of input distribution has been found to be extremely useful in accelerating deep 

learning efficiency, but it still remains largely unknown why such transformation would benefit 

the optimization process and how it could be improved. This thesis focuses on our different 

attempts to formulate batch normalization, and more importantly, a more generic understanding 

of how input affects a DNN’s performances. Using the different methods, in particular, we are 

able to develop models that simulate batch normalization’s behaviors statistically, with some of 

which achieving even better training and testing results on the deep learning datasets. 
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2． Introduction 

Recent success in deep learning in fields such as computer vision have shown that deep neural 

net (DNN) trained using gradient-based optimizations can achieve great results. The depth and 

width of the network, in particular, have heavy impacts on the parameter value’s distribution on 

the layers. In the past few years, numerous attempts have been made to optimize deep learning 

training and testing convergence in both forward and backward directions. For example, 

stochastic gradient descent (SGD) has been widely adopted as an effective way of training deep 

nets, and its invariants such as Adam optimizer [Kingma & Ba 2014], Adagrad [Duchi et al. 2011] 

and RMSprop [Hinton et al. 2012] have been shown to enormously speed up convergence in the 

backpropagation process. 

 Acceleration of the training in the forward pass, however, have mainly focused on two 

areas: a layer’s activation function as well as neuron values’ transformations. Among the various 

activations, the rectified linear unit (ReLU) activation has been found to be especially useful in 

not only addressing traditional vanishing gradient problem but also the overall speedup [Glorot 

et al. 2011]. On the other hand, regarding neuron values’ transformations, there have been 

different attempts to optimize the network features to improve the overall training quality as 

well. One of the most famous approach in this direction is batch normalization (BN) [Szegedy & 

Ioffe 2015], a method where the output of each neuron (potentially over a minibatch of data) is 

normalized by the mean and standard deviation of the data from whole batch. This method, 

especially when used with ReLU activation, has achieved great success in boosting model 

convergence, but its power is yet another myth that has been hard to systematically explain. 
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Despite more general, qualitative assessment so far that attributed batch normalization’s (BN) 

effect to being able to correct the internal covariate shift [Shimodaira 2000, Salimans & Kingma 

2016], there has not been a well-understood, generic theory on how normalizations like BN--- or 

more generally, the hidden layer input distribution--- could affect the DNN’s overall performance.  

 As my undergraduate senior thesis, I have been working on investigating the how pre-

activation input distribution influences DNN training and testing performances, mainly through 

studying the success of BN. In particular, given that ReLU activation has shown exceptional 

superiority over alternative activations (and much more widely used), the major focus of this 

thesis is on pre-ReLU input distribution. Our research covered a variety of methods to study BN’s 

success, many of which will be touched by this thesis in the sections following. Through studying 

BN’s input and output distribution properties as well as approaching the problem via a convex 

optimization perspective, we obtain a better understanding and modeling of the BN. 

Furthermore, this thesis also lead to our proposal of a new method, Copula transform, which 

forces the data distribution to a target shape and shows even better convergence boosting effect 

than BN.  This thesis will show a series of comparisons between Copula transform and BN, as well 

as how we re-formulate the problem of Copula transform to make it differentiable and easy-to-

train. 
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3． Background and Prior Work 

3.1 Deep Learning Forward and Backward Pass 

 

Modern deep learning has been built and developed mostly on the basic idea of neural network. 

In particular, at each layer of a deep neural network, the neurons receive their inputs from the 

outputs of the previous layer, apply an affine transformation on the input, and output to the 

activation function that applies non-linearity to the model, such as ReLU: 

𝑧 = ReLU(𝑾𝑥 + 𝒃) 

Note that here 𝑾 and 𝒃 are learned parameters of the model of matrix form, 𝑥 is the input to 

this layer of neurons and 𝑧 is the output of this layer (thus the input to the next layer). At the end 

of the forward pass, an output-size vector is generated as the prediction of the model, which is 

then compared to the labels/values provided in the training set. The difference between the 

prediction and the real label is expressed using a loss function (e.g. MSE, L1 loss, L2 loss, etc.): 

𝑦pred = 𝑓(𝑾last𝑧last + 𝒃last)    →     Loss =  ℓ(𝑦real, 𝑦true) 

Then, following the forward pass, the network will adjust its learned parameters so as to 

minimize the loss function through a backward pass by moving the opposite of gradient direction. 

However, most of the neural networks today are not simple feed-forward networks that 

constitute of purely affine transformations 𝑾𝑥 + 𝒃 as well as nonlinearities. Instead, depending 

on the tasks, different adjustments may need to be added so that the input features can be better 

represented. For example, in vision tasks, a variant of neural network called convolutional neural 
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network [LeCun et al. 1998] is typically used to extract key elements from the images and has 

thus far achieved great success on datasets such as ImageNet [Krizhevsky et al. 2012]. 

 

3.2 Normalizations 

 

Another variant that has been constantly applied to the feed-forward network training is the 

usage of customized layers to further transform the data. While the affine transformations and 

non-linear activations enable neuron network to approximate most of the continuous functions, 

certain transformations applied to the nets have been found to be able to accelerate this 

convergence process. Normalization, in particular, has been found to be extremely useful. 

Most of the modern deep learning model training has adopted a method named batch-

normalization [Szegedy & Ioffe 2015] to correct the internal covariate shift (Figure 1) in the 

training phase, a problem that becomes increasingly obvious after the network gets deep. 

Szegedy and Ioffe defined in their paper the term internal covariate shift as the “change in the 

distribution of network activations due to the change in network parameters during training”.   

 

Figure 1: Neural network with (right) and without (left) batch-normalization (BN) 
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By correcting this unexpected shift, they hoped to achieve a fix-distribution (zero mean, unit 

variance) that “whitens” irrelevant input shift, 

𝑥�̂� ←
𝑥𝑖 − 𝜇𝐵

√𝜎𝐵
2 + 𝜖

,       𝑦𝑖 ← 𝛾𝑥�̂� + 𝛽 ≡ BN𝛾,𝛽(𝑥𝑖) 

where 𝜇𝐵  is the mean of the values over a mini-batch 𝐵 = {𝑥1,…,𝑚} , and 𝜎𝐵  is the standard 

deviation. 𝛾 and 𝛽, on the other hand, are learnable parameters added that can be updated via 

backpropagation methods such as stochastic gradient descent (SGD): 

𝛾+ ← 𝛾 − 𝛼 ∑∇ℓ𝛾

𝑚

𝑖=1

= 𝛾 − 𝛼∑
𝜕ℓ

𝜕𝑦𝑖
⋅ 𝑥�̂�

𝑚

𝑖=1

 

Finally, batch-normalization requires the usage of population (global) mean 𝔼[𝑥] and variance 

𝑉𝑎𝑟[𝑥]  in the testing phase, so that the transformation in testing won’t be affected by the 

potential bias that could be introduced by the testing dataset. In general, the effectiveness of BN, 

especially when combined with ReLU activation, has been observed and confirmed in many deep 

learning tasks. The relatively simple computations made it also possible to run it efficiently over 

a distributed training [Abadi et al. 2016]. 

 Besides batch-normalization, there are other attempts to exploit normalizations to 

regulate a network’s behavior, such as weight normalization that reparameterize the weight 

vectors [Salimans & Kingma 2016] and layer normalization that is independent the 

transformation with the mini-batch size (i.e. the value of 𝑚 in BN) [Ba et al. 2016]. This thesis, 

however, only concerns the normalization on the hidden layer’s input and output rather than 

other parameters like weights. Moreover, unlike prior works such as layer normalization that 
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seeks to eliminate BN’s data dependency, this thesis will instead study such dependency and 

model its behavior to provide a more quantitative explanation. 

 

4． Methods and Analysis 

4.1 Distribution Shape and Learnable Transformations  

 

It is extremely important to understand how batch-normalization shapes the data it receives as 

input. In a certain sense, the power of BN lies exactly in the fact that it re-centers the input 

distribution to certain layers, so what input shape the neural net “prefers” becomes particularly 

important. However, it is also important to recognize that although BN tries to scale and shift the 

mini-batch such that the eventual distribution has a zero mean and unit variance, this does not 

necessarily imply the resulting distribution will be standard normal distribution 𝒩(0,1). Such 

scale-and-shift tends to preserve the original spacing between the data, since the 

transformations performed through BN is purely affine.  

Indeed, testing on the MNIST dataset (an image dataset on handwritten digits 0-9 for 

classification tasks) with a multi-layer neural net (e.g. 5 layers), we found that as the training goes, 

pre-ReLU input distribution (i.e. the BN output distribution) takes an interesting shape (Figure 2).  
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Figure 2: Input-output distribution to BN layers in a 5-layer network 

Compared to the pre-BN distributions, as is shown in figure 2, the distribution of the data after 

being transformed by BN takes (1) a narrower range (which is expected, as we normalize the data) 

and (2) a more bimodal shape with higher, thinner peak in the negative side closer to zero and a 

lower, wide peak in the positive side farther from zero (this is especially obvious in figure 2(d)), 

which is an unexpected outcome. We also look at the cross-section of the histogram above 

(a) Pre-BN input 

distribution of layer 3 
(b) Post-BN (i.e. Pre-ReLU) 

input distribution of layer 3 

(c) Pre-BN input 

distribution of layer 4 

(d) Post-BN (i.e. Pre-ReLU) 

input distribution of layer 4 
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(Figure 3), which shows that a large amount of the data accumulate in the close-to-zero negative 

side while many other data spread out in the positive side:  

 

This is a surprising result that has not been observed before. While the input data follows a pretty 

standard bell-shape, the BN+ReLU combination in the layer 3 and 4 seems to be pushing the data 

distribution so that the negatives accumulate to form a high and narrow peak and yet the positive 

values are more spread-out (and pushed away from the origin). This means, if we are to simulate 

the behavior of such transformation, we need a function that: 

(1) Pushes the data away from zero according to their sign (e.g. negative to the negative side); 

(2) Doesn’t push the data too far away, but instead form two peaks of a bimodal.    

which characterizes a function, essentially, with a steep slope around 0 (so values are pushed 

away quick), and a derivative that keeps decreasing as the value gets away from 0. 

After trials with static transformations, we find that transformations with learnable 

parameters (i.e. can be updated via SGD) work best. We design and define two functions, in 

Figure 3: Post-BN, pre-ReLU data distribution at the layer 4 of the 5-layer network. Note that the deeper color 
between -1.0 and 0.0 indicates a large amount of data accumulate in this area. 
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particular, that takes the shape of the expected transformation. The first one is a log-shift 

transformation (Figure 4(a)): 

𝑔(𝑥, 𝑎, 𝑏, 𝑐) = {
𝑎 ⋅ log((𝑏𝑥)exp(𝑐) + 1)           𝑥 ≥ 0

−𝑎 ⋅ log((−𝑏𝑥)𝑒𝑥𝑝(𝑐) + 1)    𝑥 ≤ 0
 

where 𝑎, 𝑏 and 𝑐  are values that can be updated in the backpropagation parameter updates. 

Note that we use exp (𝑐) here because we want to guarantee 𝑐 > 0 (otherwise will have an 
1

𝑥
 

term). Another transformation with learnable parameters that we hypothesized is the square-

root-shift transformation (Figure 4(b)): 

ℎ(𝑥, 𝑎, 𝑏) =

{
 

 √(exp(𝑎) ⋅ 𝑥)exp(𝑏) + 0.25 − 0.5               𝑥 ≥ 0

−√(−exp(𝑎) ⋅ 𝑥)exp(𝑏) + 0.25 + 0.5       𝑥 ≤ 0

 

 

 

Figure 4: (Left) Log-shift function with different parameter values; (right) sqrt-shift function with different parameter values 

Using these learnable transformations, which are based on the shape we observe empirically 

from the input-output distribution of batch-normalization (Figure 2), we obtain very good result 

(a) Log-shift transformation, with different 

values for the learnable parameters 

(b) Sqrt-shift transformation, with different values for 

the learnable parameters (note the behavior around 0) 
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in terms of simulating BN’s performance in boosting training and testing convergence. This will 

be shown in the “Results” section below.  

 

4.2 Moment-Matching Formulation of Batch Normalization 

 

Another method we adopt to analyze the property of BN is through its statistical reasoning. In 

particular, batch-normalization, by scaling and shifting the input data column to a zero-mean, 

unit-variance shape, can be thoughts of as an attempt to normalize the data so that it matches 

the first two statistical moments, 𝔼[𝑋] and 𝔼[𝑋2] of the standard normal distribution, 𝒩(0,1) 

(while other distributions with the same first two moments are also possible, we focused on the 

possibility of the standard normal distribution here). More generally, if we understand BN as a 

moment-matching transformation with degree-2 (i.e. matches 2 moments), then a generic 

moment-matching transformation with degree-𝑘 can be formulated as follows: 

(1) First find the distribution 𝑝1(𝑥) that satisfies the empirical moments of the input data to 

this transformation; i.e. 

𝔼1[𝑥
𝑖] = ∫𝑥𝑖𝑝1(𝑥) 𝑑𝑥 = 𝜇�̂� =

1

𝑚
∑𝑥𝑗

𝑖

𝑚

𝑗=1

    for 𝑖 = 0,… , 𝑘 

where 𝑥1, … , 𝑥𝑛 denote the data points and all integrals denote the definite integrals over 

the support of the distribution (we assumed this to be (−∞,∞), but other options, such 

as the range of the data, works too).  

(2) Find a distribution 𝑝2(𝑥) that satisfies the desired moment constraints 𝜇𝑖 (𝑖 = 0,… , 𝑘). 
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(3) Transform the data according to 𝑥�̂� = 𝐹2
−1(𝐹1(𝑥𝑗)) , where 𝐹∗  is the cumulative 

distribution function (i.e. cdf, which is monotone and continuous, and thus invertible).  

The key part of this formulation is to find a reliable method to solve for a distribution (e.g. 𝑝1, 𝑝2 

above) that satisfies the equality constraints. One useful metric that could be employed to 

evaluate the goodness of fit of a distribution is Shannon entropy [Shannon & Weaver 1948] 𝐻(𝑝). 

This translates the problem we want to solve into an optimization problem: 

max
𝑝
𝐻(𝑝) ≡ min

𝑝
∫𝑝(𝑥) log 𝑝(𝑥)  𝑑𝑥 

subject to ∫𝑥𝑖𝑝(𝑥) 𝑑𝑥 = 𝜇𝑖, 𝑖 = 0,… , 𝑘 

Nevertheless, this is not guaranteed to be a convex problem (which has systematic 

methods/tools to solve). To convert it to a convex problem, we can find its Lagrangian dual and 

then set the subgradient of the Lagrangian (continuous) to zero, by stationarity of KKT conditions: 

𝜕

𝜕𝑝
[∫𝑝(𝑥) log 𝑝(𝑥)  𝑑𝑥 −∑𝜆𝑖 (∫𝑥

𝑖𝑝(𝑥) 𝑑𝑥 − 𝜇𝑖)

𝑘

𝑖=0

] = 0 ⟹ min
𝜆
ℒ(𝜆) = ∫𝑝𝜆(𝑥) 𝑑𝑥 − 𝜆

𝑇𝜇 

where 𝑝𝜆(𝑥) = exp(∑𝜆𝑖𝑥
𝑖 − 1

𝑘

𝑖=0

) = exp ((𝜆0 − 1) + 𝜆1𝑥 + 𝜆2𝑥
2 +⋯) 

This thus converts the constrained maximization problem to an un-constrained convex 

optimization problem, enabling the usage of advanced convex optimization techniques such as 

Newton’s method with backtracking line search[Boyd & Vandenberghe 2004].  

 However, despite the nice convexity property, the convergence of the optimization 

process is unstable. Since we match the data to the first 6 moments (i.e. 𝑘 = 6) of a target 

distribution such as standard normal, the expression of 𝑝𝜆 will involve 7 unknown parameters 𝜆𝑖 
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along with the standard polynomial basis 𝑥, 𝑥2, 𝑥3, … . This further implies the value of the last 

two 𝜆𝑖’s must be very small, as a 𝑥5 or 𝑥6 term could have a large derivative even if 𝑥 is not very 

large. Such delicacy of the parameter makes it hard for Newton’s method to converge correctly 

and it’s easy to skip the optimal point.  

 As Abramov pointed out in his paper on maximum entropy moment problem [Abramov 

2010], a more stable method for multi-dimensional moment-constrained max-entropy problem 

can be achieved via a change of polynomial basis to balance the sensitivity effect. In our case, we 

find that the change from the standard basis to a new basis {𝑥𝑘, 𝜆𝑘}𝑘=0,…,6 → {𝑇𝑘(𝑥), 𝛾𝑘}𝑘=0,…,6 

indeed helps with the stability issue. The Lagrangian function we want to optimize also turn into 

a new form: 

ℒ(𝛾) = ∫ exp(∑𝛾𝑖𝑇𝑖(𝑥)

𝑘

𝑖=1

)  𝑑𝑥
∞

−∞

−∑𝛾𝑘𝑇𝑘(𝜇)

𝑘

𝑖=1

 

Note that 𝑇𝑘(𝜇) here does not mean applying 𝑝𝑘 on the vector 𝜇 element-wise. Instead, it means 

to replace each occurrence of 𝑥𝑖  in 𝑇𝑘 with 𝜇𝑖. In general, we find that Chebyshev polynomial 

basis and Hermite polynomial basis work best in terms of stabilizing the convergence.  

 Using moment-matching also added complexity to the backpropagation, where typically 

chain rule is applied to the gradients in a backward pass. In this case, however, we have to be 

extremely careful. We derive the partial derivatives needed below: 
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Forward Pass Backward Pass 

�̂� =
𝑥𝑖𝑛−𝜇𝐵

𝜎𝐵
      (Naïve normalization) 

𝑝1, 𝑝2 = Result from the optimizations 

�̂� = 𝐹2
−1(𝑦) = 𝐹2

−1(𝐹1(�̂�))  

𝑜 = ReLU(�̂�)       (Adding non-linearity)  

𝜕�̂�

𝜕�̂�
=

𝜕

𝜕�̂�
[𝐹2

−1(𝐹1(𝑥))] =  
𝑝1(�̂�)

𝑝2(�̂�)
  

𝜕𝑦𝑖

𝜕𝑦𝑗
=

𝜕

𝜕𝛾𝑗
[∫ 𝑒(𝛾0

∗𝑇0(𝑥)+𝑇1(𝑥)+⋯ ) 𝑑𝑥
𝑥�̂�

−∞
] =

      ∫ 𝑇𝑗(𝑥) ⋅ 𝑒
(𝛾0
∗𝑇0(𝑥)+𝑇1(𝑥)+⋯) 𝑑𝑥

𝑥�̂�

−∞
   (Leibniz’s Rule) 

𝜕𝛾

𝜕�̂�
= −

(∇𝛾
2ℒ(𝛾, �̂�))

−1
(𝜕∇𝛾ℒ(𝛾

∗,�̂�))

𝜕�̂�
       (Second derivative) 

𝜕ℓ

𝜕�̂�
=

𝜕ℓ

𝜕�̂�

𝜕�̂�

𝜕�̂�
+

𝜕ℓ

𝜕�̂�

𝜕�̂�

𝜕𝛾

𝜕𝛾

𝜕�̂� 
   

 

The result of using moment-matching transformation, its complex backpropagation (which posed 

high requirement on computation resources) and its limitations are discussed in the “Results” 

section. 

 

4.3 Copula Transformation  

 

A third way to study batch-normalization is to fix a target and make a “perfect” normalization 

with respect to this target distribution directly (instead of via moments). As discussed previously, 

while BN scales and shifts the data to zero mean and unit variance via an affine transformation, 

the resulting distribution is typically not standard normal. But what if we impose a stronger 

constraint on the transformation and, in lieu of weaker requirements such as on the shape and 

moments (section 4.1 and 4.2), normalize the input data to an exact standard normal shape 
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instead? This led us to the idea of a Copula transform layer that obtain information from the data 

by sorting it.  

 A copula is a multivariate probability distribution for which the marginal probability of 

each variable is uniform. Typically, the copula of a random vector (𝑋1, 𝑋2, … , 𝑋𝑑) is defined as 

the joint cumulative distribution function on 𝑈𝑖 = 𝐹𝑖(𝑋𝑖) = ℙ[𝑋𝑖 ≤ 𝑥]: 

𝐶(𝑢1, 𝑢2, … , 𝑢𝑑) = ℙ[𝑈1 ≤ 𝑢1, 𝑈2 ≤ 𝑢2, … , 𝑈𝑑 ≤ 𝑢𝑑] 

In this case, to study the pre-transform input and pre-ReLU input (i.e. post-transform output), we 

use the input data instead of a random vector 𝑋 . Then, instead of computing a cumulative 

distribution function (cdf) on the random variable 𝑈 = 𝐹𝑋(𝑋), we can find the entries of the input 

vector 𝑥 and sort it so that we know the index of each entry in a sorted version. For example: 

𝑥 = [0.1, −3.3, 10.7, 2.1, 0.0] → 𝑥′ = [2, 0, 4, 3, 1] 

because 0.1 is the 3rd smallest, -3.3 is the smallest, etc. Then, we normalize the index vector by 

dividing 𝑥′ by the vector size: 𝑥′′ =
𝑥′+0.5

𝑛
, where 𝑛 is the length of 𝑥. Note that the 0.5 is added 

to balance the bias we introduced in 0-indexing instead of 1-indexing. This is analogous to taking 

the quantiles via a cdf, except that we are operating on discrete data vectors and using the sorted 

index as the indicator of the quantile. Furthermore, depending on the target distribution we are 

to match, we find the corresponding values according to the quantiles computed in 𝑥′′, and 

output the resulting values as the transformed data. For instance, if the target distribution has a 

cdf function 𝐹, we shall eventually expect an output vector like 

𝑦 = 𝐹−1(𝑥′′) = [𝐹−1(𝑥1
′′) 𝐹−1(𝑥2

′′) …] 
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Since 𝑥′′ are normalized indices, it is guaranteed to be a vector with uniform distribution. The 

results are thus expected to strictly follow the target distribution (Figure 5).  

 

Figure 5: Three major steps of a Copula transform using sort, with standard normal as a target. First, find the index of each 
element in a sorted array. Second, normalize the indices by dividing by the data length(so they are all between 0 and 1). Finally, 

use these normalized indices as quantiles and output the corresponding inverse cdf 𝐹−1 values.  
Importantly, regardless of how the input data are distributed originally, as long as their index in 

the sorted vector remains the same, the resulting vector will be the same. For example, both 

vector [1, 2, 3] and vector [100, 200, 300] will be transformed to the same output vector 

[𝐹−1 (
0.5

3
) , 𝐹−1(0.5), 𝐹−1 (

2.5

3
)] . This transformation, we believe, forces a strong correlation 

between the output data and the target distribution. It is effectively a moment-matching 

transformation with respect to the target distribution, but up to infinite degrees (instead of a 

fixed value of 𝑘, as outlined in 4.2).  

There are two major challenges involved in the Copula transformation. First, sorting is not 

a differentiable operation. This means while the forward pass is easy (sort and find the index in 

the sorted vector), backpropagation will be impossible. Second, even if we are able to do the 
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sorting, the amount of computations required for this method will require a huge amount of 

resources, and thus the execution time. 

 To formulate the sorting as a differentiable operator, we realize that in this case we need 

not truly sort the input 𝑥  inorder to get the sorted indices. Instead, noticing that 𝑥𝑘
′ = 𝑗 

represents 𝑥𝑘 is larger than 𝑗 elements in the input vector 𝑥, we can simply compute, for each 

𝑥𝑖 ∈ 𝑥, how many 𝑥𝑗’s satisfy 𝑥𝑗 ≤ 𝑥𝑖  (we can ignore 𝑥𝑖 = 𝑥𝑗 because we don’t really want to sort, 

but only a quantile represented by the sorted indices). This can be convenient expressed in a 

matrix form. Note that 

𝑥𝟏𝑇 = [

𝑥1 𝑥1
𝑥2 𝑥2

… 𝑥1
… 𝑥2

⋮ ⋮
𝑥𝑛 𝑥𝑛

⋱ ⋮
… 𝑥𝑛

]    and   𝟏𝑥𝑇 = [

𝑥1 𝑥2
𝑥1 𝑥2

… 𝑥𝑛
… 𝑥𝑛

⋮ ⋮
𝑥1 𝑥2

⋱ ⋮
… 𝑥𝑛

]      ⟹      𝑥𝟏𝑇 − 𝟏𝑥𝑇 = [𝑥𝑖 − 𝑥𝑗]𝑖,𝑗 

Thus, the index vector can be obtained by 1{𝑦>0}(𝑥𝟏
𝑇 − 𝟏𝑥𝑇) ⋅ 𝟏𝑛×1. The remaining problem is 

the indicator function 1{𝑦>0}(⋅), which is still not differentiable. As an alternative, we use the 

sigmoid function as an approximator to the 0-1 

indicator function, 𝜎(𝛾𝑥) =
1

1+exp(−𝛾𝑥)
, where 𝛾  is 

the strength parameter. The larger the value of 𝛾, the 

stronger the sigmoid function is and the better 

approximation it yields compared to the original 

indicator function (Figure 6). Moreover, this has an 

important benefit: when 𝑥 = 0, 𝜎(𝛾𝑥) = 0.5 always, 

whereas the for the indicator function this is always 

0. Since we add 0.5 to 𝑥′ when normalizing it to 𝑥′′ to 

Figure 6: Comparison of the 0-1 indicator function and 
the parameterized sigmoid function 𝜎(𝛾𝑥) with 
different strength parameters. In general, the larger 
the value of 𝛾, the better the approximation.  
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balance our indexing choice, this feature of the sigmoid function exactly fits our need--- when 

applying 𝜎  to 𝑥𝟏𝑇 − 𝟏𝑥𝑇 , the diagonal will always be 0.5. Consequently, the entire 

transformation from 𝑥 to 𝑦 can now be represented by: 

𝑦 = 𝐹−1 (
1

𝑛
⋅ [𝜎(𝛾 ⋅ (𝑥𝟏𝑇 − 𝟏𝑥𝑇)) ⋅ 𝟏𝑛×1]) 

All operations involved are differentiable now. 

 Moreover, in order to equip the transformation with better linear flexibility so that it is 

able to represent not only the target distribution but potentially an affine transformation of it, 

we introduce two learnable parameters 𝜃 and 𝛽, just like in BN, to scale-and-shift 𝑦 before it is 

output to the next layer: 

𝑦output = 𝜃𝑦 + 𝛽 = 𝜃𝐹
−1 (

1

𝑛
⋅ [𝜎(𝛾 ⋅ (𝑥𝟏𝑇 − 𝟏𝑥𝑇)) ⋅ 𝟏𝑛×1]) + 𝛽 

These parameters are updated in the training phase along with the weights and bias of the 

network. In the testing phase, eventually, since the test data can come in stream instead of in 

batch, we use global linear regression to approximate the Copula transform. This requires the 

algorithm to keep certain running parameters and update them constantly. As is to be explained 

in the “Results” section, we keep running mean, variance and covariance so that we are able to 

leverage the population (global) data observed in the training set to construct an accurate linear 

regression. 
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5． Results and Comparisons with Prior Work 

We experimentally validate the usefulness of our 3 different models that attempt to simulate the 

behavior of batch-normalization and transform the pre-ReLU input distribution. The 

implementation is mainly done in Python, with minor code written in other programming 

languages such as Matlab and CUDA C++. Our choice of programming language is mainly based 

on the reaoning that Python provides a wide range of fast machine learning frameworks, such as 

Tensorflow [Abadi et al. 2015] and PyTorch.  

 

5.1 Learnable Parameter Transformations Results 

We test the learnable transformation log-shift and square-root-shift functions on a 5 layer 

network on the MNIST dataset, which was built by Yann LeCun that contains 60000 handwritten 

digit images. This is a classical supervised learning task where the output vector will be a length-

10 1D array (with each entry representing one of the digits 0-9) and compared to the label, which 

is also provided in the dataset. The neural network we use has the following configuration: 

FC-784 FC-400 FC-196 FC-100 + transform FC-64 + transform FC-10 

 

Typically, MNIST data inputs are images of 2 dimensions, but here we have pre-processed the 

image into a size of 28 x 28, which is then flattened into size 784 x 1 and fed as an input to the 

network.  
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 Adding the log-shift transformation created a distribution shape of the data that has 

similar property to the one we obtained by running BN (Figure 2). However, we also spotted some 

irregularities in the distribution shape, namely, a sharp peak at values around zero. Comparing 

the pre-transform and post-transform distribution shapes, we found that the log-shift 

transformations converges to a behavior of doing 3 things (Figure 7 and Figure 8): 

(1) Creates a higher peak at the negative end, a shorter peak at the positive end (an expected 

behavior as we are simulating batch-normalization); 

(2) Generates a spike at the values around 0--- which is particularly interesting since the 

backpropagation have updated the learnable parameters in a way such that many values 

accumulate at around 0 now; 

(3) Widens the two peaks created in both the positive side and the negative side (with 

average spread ≈ 25).  

 

Figure 7: Data distribution at layer 3, with log-shift transformation. Left: Pre-transform (log-shift) data distribution; Right: Post-
transform (log-shift) data distribution. 
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Figure 8: Data distribution at layer 4, with log-shift transformation. Left: Pre-transform (log-shift) data distribution; Right: Post-
transform (log-shift) data distribution. 

Since both batch-normalization and the transformations we used here are symmetric, the 

asymmetry of the distribution about 0 is most likely a result of the combined effect of the 

transformation along with ReLU transformation--- which eliminates the negative part and 

preserve an identity of the positive portion. This non-linearity introduces a natural bias towards 

the positive portion, which could explain why the positive side has a more well-spread data 

distribution.  

 Square-root-shift transformation led to a similar shape; but different from the one 

created by log-shift function above, its data distribution tends to have a larger range, as a result 

of the fact that we had the learnable parameter 𝑐 on the exponential, which makes the output 

value much more sensitive to the parameter update. 

 We test the two transformations in the testing phase as well. We ran a 10-epoch 

experiment on the MNIST dataset using the network configuration recorded in the table above. 

After every epoch of training, the dataset is shuffled and re-fed into the network in different 

random batches. The results we obtain (Figure 9) from log-shift and sqrt-shift are compared 
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against the DNN that uses batch-normalization on the same layers, as well as a normal, purely 

fully-connected 5-layer network: 

 

Figure 9: Comparisons of the testing-phase performance, BN vs. Log-shift vs. Sqrt-shift vs. Regular NN 

This is a very encouraging result. In particular, both log-shift and sqrt-shift function obtained a 

testing phase performance much greater than typical NN, even though they did not specifically 

normalize the data (only transformed its shape to a target). The square-root-shift transformation 

in particular, is able to achieve a performance only slightly worse than batch-normalization. This 

result suggests that the input distribution shape--- in particular, a bimodal shape that distributes 

“around” the origin, seems to be able to accelerate the training. 

 Note that the result from purely learnable transformation does not suggest anything 

conclusive. However, the distribution shape we study here constitutes a generic characterization 

of the pre-ReLU input distribution, which is critical for further understanding (and even defeating) 

batch-normalization, which also needs more statistical exploration. This leads to our subsequent 

research, where we delved into moment-matching and Copula transform.  
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5.2 Moment-Matching Formulation of BN Results 

The major challenge involved in the moment-matching experiments is the convex optimization 

as well as execution efficiency. In this phase of experiment, we focus not only on the training and 

testing of deep neural network, but also a general attempt to transform moments of an input 

distribution to some target distribution up to certain degrees.  

 Below are a collection of the results from moment-matching on data columns selected 

from the MNIST dataset at different epochs (Figure 10 and Figure 11). 

 

 

Figure 10: The first phase of optimization in moment-matching: finding the optimal distribution 𝑝𝛾 based on empirical moments. 

(a)  (b)  

(c)  (d)  
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Note that we first normalized the original data by a method similar to BN and then applied the 

moment matching (MM). We found this to be able to accelerate the optimization convergence 

process, since the parameters will save more time on parameter search. 

 

Figure 11: Pre-ReLU distribution comparison--- post BN and post MM. 

We have spent a major amount of time exploring the optimization phase, which, although have 

been formulated into an unconstrained convex optimization, still leads to many problems. For 

example, the optimal probability distribution we found (i.e. 𝑝𝛾) usually work well in a specific 

range, and then diverges to infinity at some value. Moreover, since integration was not generally 

supported in modern machine learning frameworks, we used Gaussian-Hermite and Gaussian-

Laguerre quadrature to approximate its result.  

 Our major result here is a more systematic way of approaching and solving the moment-

matching problem. Throughout our explorations, we found that the idea to match the moments 

of some distribution has been long asked on the Internet and the statistics community, but was 

rarely answered because it is hard to find a solution that is both generic (able to fit any target 

distribution) and efficient. Our implementation, which uses Hermite polynomial basis and 

(a)  (b)  
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optimizes many aspects by formulating the problem in matrix, has achieved great performance 

in terms of both execution efficiency (for 6-moment match, the each column takes < 1.5 seconds) 

and stability (via Hermite basis). 

 Unfortunately, we believe this method was not yet mature enough to be fully adopted as 

a transformation in a complex structure like DNN: 

(1)  While we have spent lots of time improving the efficiency of higher-degree moment 

matching, it is still relatively slow (1.5 seconds per column, and there could be 10-50 

columns depending on layers).  

(2) The backpropagation process is very complicated, since the output 𝑦 depends not only 

on the input 𝑥 and the distribution found (i.e. 𝑝𝛾), but also the parameter 𝛾 itself, which 

also depends on 𝑥. This complex structure of dependency makes it hard to optimize the 

backpropagation. 

(3) Inherent instability that varies based on input. For example, if there is a data column that 

is all 0, then moment-matching will fail. The optimization process does not make much 

sense in cases like these. 

We are still trying to optimize the moment-matching approach at the current phase of 

experiment. 
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5.3 Copula Transform Results 

We conducted experiments of Copula transform on both MNIST dataset and CIFAR-10 dataset, 

both of which features supervised learning on the image classification task over a large pool of 

images. While the efficiency has not been a general concern, our code also support execution in 

CUDA environment (via PyTorch) on NVIDIA Titan X GPU though CMU’s joule machine. The 

experiments we conducted and the results we obtained, overall, were very promising.  

 Our successful formulation of a differentiable version of sorting enables us to apply the 

transformation even on large dataset. Using matrices is a highly parallelizable practice, and 

tensor-based arithmetic and linear algebra was supported in modern GPU frameworks such as 

CUDA and OpenCL.  

 As previously discussed, we use linear regression as the testing phase transformation. 

Based on our observation of the nature of the transform by comparing 𝑥in  and 𝑥out  to this 

transformation, the overall distribution shape in every dimension of the data converges to a 

stable state (Figure 12). While quadratic regression and even cubic regression are both possible, 

it’s hard to keep a running version of them. Figure 12 below shows the in-out data distribution 

pattern after training for some epochs, as well as a comparison of how well linear, quadratic and 

cubic regressions fit on it: 
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Figure 12: The x_in vs. x_out data pattern for column 0 (i.e. feature 0), across different epochs of training. In the long run, the 
pattern quick converges to a slightly curved shape (subfigure (b), (c) and (d)). 

Based on the convergence of the data transformation pattern and the relatively small curvature 

observed, we believe linear regression is sufficient to represent the transformation in the 

appropriate domain. Moreover, we also compared the transformation pattern in Figure 12 to the 

𝑥in vs. 𝑥out data pattern observed in the batch-normalization (Figure 13): 

(a) The x_in vs. x_out data pattern at 

column #0 of epoch 1. Linear, quadratic and 

cubic regressions have similar fit.  

(b) The x_in vs. x_out data pattern at 

column #0 of epoch 3. Linear, quadratic and 

cubic regressions all fit well within the data’s 

domain, but diverge quickly outside that 

range.  

(c) The x_in vs. x_out data pattern at column 

#0 of epoch 5.  

(d) The x_in vs. x_out data pattern at column 

#0 of epoch 6.  
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Figure 13: The x_in vs. x_out data pattern for column 0 (i.e. feature 0) for BN (batch-normalization). 

Note that Figure 13 echos with our observation in the “learnable transformation” experiment: 

lots of data accumulates at the negative side near zero (between -0.4 and 0.0), whereas in the 

positive side the data spread out more and is lighter in color, which suggests a lower peak. 

Comparing Figure 12 and 13, we find that BN seems to be able to constrain the domain of its 

input data so that in the long run no entry has a value larger than 1.0. Moreover, regarding the 

output data, BN’s output has a larger range, from about -3 to 8 (in comparison, Copula transform 

rarely has output value larger than 6.0).  

 We test the training and testing convergences of the deep neural network with Copula 

transform on its various layers. Since BN is also used on multiple layers, we also compared the 

performance of adding Copula transform to more than one layer to the parallel performance 

observed when using BN (Figure 14). In this testing, we used the original MNIST data, so 2 

convolutional layers were added to extract the features from the input image. Based on our 

observation, Copula transform using linear regression in the testing phase outperforms batch-

normalization in both training and testing (Figure 14 and 15). In addition, both Copula transform 

(a) BN’s  x_in vs. x_out data pattern at 

column #0 of epoch 2.  

(b) BN’s  x_in vs. x_out data pattern at 

column #0 of epoch 3.  
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and batch-normalization obtains a much better performance than regular neural network 

without any feature.  

 

 

 

 

 

Figure 14: MNIST Testing performance. Figure (a), (b) and (c) are on a 5-layer network where one of the 3 linear layers is 
equipped with a transformation; figure (d) was on an 7-layer network where the 5, 6 and 7th  layers are all equipped with 

transformations (copula or BN). 

 

 

(a) Testing phase: apply Copula/BN/nothing 

transform at the layer 3 of a 5-layer network 

(the 1st linear layer).  

(b) Testing phase: apply Copula/BN/nothing 

transform at the layer 4 of a 5-layer network 

(the 2nd linear layer).  

(c) Testing phase: apply Copula/BN/nothing 

transform at the layer 5 of a 5-layer network 

(the last layer). 

(d) Testing phase: apply Copula/BN 

transform at the layer 5,6 & 7 of a 7-layer 

network (the last 3 linear layers). 
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Figure 15: CIFAR Testing performance. Figure (a) is a 5-layer network where the 4th layer is tuned by adding Copula/BN 
transformation. Figure (b) shows the result of an 7-layer network, where the last 3 layers are tuned with Copula/BN. 

 

 

 

Figure 16: MNIST and CIFAR-10 Training performance. Figure (a) is the training convergence plot of a 7-layer network where the 
5, 6 and 7th layers are tuned using Copula (blue) or BN (red) transformation. Figure (b) is the training convergence plot of a 5-
layer network where the 4th layer is tuned with Copula (blue), BN (red) or nothing (yellow).  

 

In general, our experiments show that using Copula transform can lead to even faster 

convergence in both testing and training phase, even though BN has already established an 

impeccable superiority over regular neural network. Note that on CIFAR-based testing the 

(a) Testing phase on CIFAR-10: Copula (blue) 

outperforms BN (red), which outperforms 

regular NN (green). 5-layer network. 

(b) Testing phase on CIFAR-10: Copula (blue) 

outperforms BN (red), which outperforms 

regular NN (green). 7-layer network. 

 

(a) Training phase on MNIST: Copula (blue) 

converges much faster than BN (red). 7-layer 

network. 

(b) Training phase on CIFAR-10: Copula 

(blue) converges much faster than BN (red). 

5-layer network. 



- 32 - 
 

training experiences a lot of instability (e.g. Figure 15(b) and 16(b)), which is not a surprise since 

our network is still simple, and our objective is to compare the convergences brought by the 

Copula and batch-normalization.  

 Moreover, Copula transform is much more flexible than batch-normalization. While 

batch-normalization is essentially an affine transformation, Copula transform can customize the 

target distribution it wants to match as well. This feature adds extra representation power to the 

networks that employ Copula transform, and potentially enable it to accelerate a wider range of 

deep learning models than BN.  

 

6． Conclusion and Future Work 

This thesis aims to understand the effect of the pre-ReLU input distribution on DNN’s 

performance. In general, we have been studying the behavior batch-normalization (BN), which is 

a successful architecture feature that can accelerate DNN convergence. Through observing BN’s 

input-output data shape and approximating it using learnable parameters, formulating it as a 

moment-matching problem, and eventually imposing a stronger constraint by forcing a target 

distribution with Copula transform, we have investigated different models that tackle the core 

problem through different perspectives. While we did not reach a systematic theory that 

describes the exact relationship between pre-activation distribution and DNN performance 

(which may be one of the largest myths in deep learning these days), we have attempted to adopt 
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a more statistical lens to look at this subject--- for example, by studying the moments and specific 

distributions such as 𝒩(0,1).   

Our research is still in progress. Based on our observation in the learnable parameter 

experiment and success of the Copula transform experiment (in which we beat batch-

normalization in both training and testing), we believe there is a lot of space for future research 

on better leveraging pre-ReLU input distribution. For example, at this phase, we still target the 

standard normal distribution, because that’s what BN attempts to do. Investigating other target 

distributions using Copula transform may also lead to interesting discoveries. Additionally, I think 

it may be worthwhile to further study a better way to integrate moment-matching methods into 

DNN training and testing in an efficient manner. 

 We have also been working on speeding up the Copula transform (which is more complex 

than BN computation-wise) so that it can be integrated in convolutional layers as well. The 𝑥𝟏𝑇 −

𝟏𝑥𝑇 matrix can grow very large if we are to apply Copula transform to image inputs with channels. 

Therefore, special techniques such as an approximation of the sum of the sigmoid functions 

(which is currently represented as a matrix sum) using Fourier transform can be extremely helpful.  
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